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Abstract
Laser-cooled ion traps are used to prepare groups of ions

in very low temperature states, exhibiting such phenomena
as Coulomb crystallization. This corresponds to very small
normalized RMS emittances of 10−13–10−12 m, compared
to typical accelerator ion sources in the 10−7–10−6 m range.
Such bunches could potentially be focused a million times
smaller, compensating for the lower number of ions per
bunch. Such an ultra-low emittance source could enable
high-specific-luminosity colliders where reduced beam cur-
rent and apertures are needed to produce a given luminosity.
Further advances needed to enable such colliders include
linear, helical or ring cooling channel designs for increased
bunch number or current throughput. Novel high density
focal points using only a single bunch also appear possible,
where the high density particles collide with themselves. At
collider energies ∼100 GeV, these approach the nuclear den-
sity and offer a way of studying larger quantities of neutron
star matter and other custom nuclear matter in the lab.

LASER COOLED ION TRAPS
Laser cooling can be applied to ions in any type of trap, for

example the Paul trap configuration shown in Figure 1. This
configuration has four AC/RF transverse electrodes powered
to produce a quadrupole, with DC longitudinal end caps
that are positive like the ions. The rapidly varying trans-
verse electrostatic quadrupole produces an overal dynamic
focussing effect on the ions transversely that is analogous to
alternating gradient focussing in accelerators.

Figure 1: Paul ion trap geometry.

The mechanism of laser Doppler cooling relies on the ab-
sorption and subsequent emission of a photon by an allowed
transition of the electrons orbiting the ion [1, 2]. One key
feature is that the absorbed photons have momentum in the
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direction of the laser beam, whereas the emitted photons are
in random directions, meaning a net force is exerted on the
ion. The second required feature is that the transition cross-
section has a linewidth that depends on frequency strongly
enough that ion travelling towards the laser can be prefer-
entially slowed. A force depending on velocity can act as a
non-conservative damping term.

A frequently used example is the Ca+ ion that has a tran-
sition around 397 nm with linewidth Γ = 2𝜋 × 23 MHz. The
photon itself has a frequency 𝑓 = 𝑐/397 nm = 755 THz.
Comparing the linewidth to this and expressing as a frac-
tion of the speed of light, we would expect the transi-
tion to be active over a velocity range of approximately
𝑐(23 MHz/755 THz) = 9.1 m/s.

Once the laser is carefully tuned to interact with ions
nearly at rest, cooling can proceed. Because of the scattering
from re-emission of photons, there is a well-known Doppler
cooling limit temperature 𝑇𝐷 = ℏΓ/2𝑘𝐵 = 0.552 mK here.

Figure 2: Fluorescence of a Coulomb crystal in the S-POD
trap [3] at the University of Hiroshima.

The limiting temperature is so small that the ions can
attain the solid ‘Coulomb crystal’ state where a lattice is
held by the balance of repulsive space charge forces and the
effective trapping potential. Figure 2 shows an experimental
result where the Coulomb crystal structure is made visible
by the ion fluorescence (emitted photons from the cooling
process).

The hardware required to construct a Paul trap is com-
paratively simple, with Figure 3 showing the IBEX trap [4]
operated at Rutherford Appleton Laboratory (RAL).



Figure 3: The IBEX Paul trap (RAL) with vacuum chamber
opened. The four rods in the center of the image are the
transverse trap electrodes.

Laser Doppler Cooling Simulation

A simulation code that runs on the GPU using OpenCL
has been written to simulate the ion trap. 4th order Runge–
Kutta steps in the trap potential are interleaved with pairwise
space charge kicks. The ions have a ground and an excited
state, the transitions between them being governed by a statis-
tical model whose rates agree with the quantum description
of a two-level atom in a laser beam. These excitations and
de-excitations come with appropriate Δ𝑝 = ℏ𝑘 momentum
kicks, where it is important to apply the events at truly ran-
dom points within each timestep, so the short periods where
the Doppler process is active are not jumped over.

The results of such a simulation are shown in Figure 4,
where the eventual configuration of ions was a long thin
Coulomb crystal several ions wide. Two phases of cooling
can be seen: the first occurs before formation of a solid
Coulomb crystal core from the initially gas-like ions, while
the second ends when the small fraction of remaining ions
‘orbiting’ the solid core eventually lose enough momentum
to merge with it. The final temperature is a small multiple of
the predicted Doppler limit. The RF nature of the transverse
focussing means some vibrations can be excited that take
the temperature above the limit.

Figure 4: Laser Doppler cooling simulation with 𝑁 = 500
ions.

Ion Trap Flexibility
Laser cooled ion traps are flexible sources with several

bunch parameters that can be varied over a wide range:-

• Bunch charge, via gas pressure and trap voltage. IBEX
has trapped 106–107 ions [5] and S-POD has seen any-
thing from single ions up to 107 [6].

• Bunch size, shape and aspect ratio, via trap voltages,
geometry and collimation. The trap electrode config-
urations may be easily exchanged once the rest of the
experiment (diagnostics, signal generators) is set up.

• Emittance and temperature, by stopping cooling part
way or tightening the trap. As the ions are non-
relativistic, their emittance at the Doppler cooling limit
is given to a good approximation by
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By tightening the trap, it is also possible to achieve the
quantum emittance limit, which for a single ion is

𝜖norm,rms ≥
ℏ

2𝑚𝑐
.

• Other ion species can be cooled via sympathetic cooling,
in which a coolable ion (e.g. 40Ca+) is mixed in thermal
contact with the desired species in the trap [7].

One example of this flexibility is shown in Figure 5, where
the transverse trapping voltages were made much smaller
than the longitudinal ones, giving a Coulomb crystal that is
only one or two ions thick in the longitudinal direction.

LOWER BOUNDS ON FOCAL SIZE
The cooled bunch from the ion trap has a very small

𝜎𝑣 but a macroscopic size. One can consider rotating its



Figure 5: 2D Coulomb crystal that can be created by an
anisotropic trap.

Figure 6: Rotation of phase space.

phase space in a focussing system, analogous to a collider
interaction point, as shown in Figure 6.

The parameters of the ion trap bunch are compared to
those of a more conventional ion source (e.g. [8]) in Table 1.

Table 1: Comparison of bunch parameters

Parameter Ion source Ion trap

𝑁 109 500
𝜖norm,rms 10−7 m 2 × 10−13 m

Initial condition:

𝜎𝑥 1 mm 90 µm
𝜎𝑣 30 km/s 0.65 m/s
𝑇 4.3 MK 2 mK

At focus:

𝜎∗
𝑥 9.4 nm 18 fm

𝜎∗
𝜃

10 mrad 10 mrad
𝐿/bunch 9 × 1028 cm−2 6 × 1027 cm−2

It can be seen that the ion trap bunch can be focussed
far smaller than the conventional bunch, albeit with a lower
population of particles. To compare these in a like-for-like
fashion, the luminosity per bunch has also been calculated
via

𝐿 =
𝑁1𝑁2 𝑓 𝑁𝑏

4𝜋𝜎𝑥𝜎𝑦

⇒ 𝐿/bunch =
𝑁1𝑁2

4𝜋𝜎𝑥𝜎𝑦

.

While the ion trap bunch produces less luminosity in an
absolute sense, the ‘specific luminosity’, or luminosity per
particle is 130,000 times higher than with the conventional
bunch, which suggests this could be a route to highly energy
efficient colliders. The scaling direction towards high spe-
cific luminosity can be defined as follows. Luminosity is
held constant if 𝑁 ∝ 𝜎∗ and if 𝜎∗

𝜃
at the interaction point

is also held constant, this becomes 𝑁 ∝ 𝜎∗ ∝ 𝜖 . As 𝑁 is
decreased, the luminosity can be maintained as long as 𝜎∗

and emittance are decreased in proportion.
In fact, the ion trap collision above will saturate the cross

section if 𝜎𝑡𝑜𝑡 > 84 mbarn, in which case the expected
number of collisions per crossing 𝜎𝑡𝑜𝑡 (𝐿/bunch) is greater
than the 500 ions in each bunch. This means that after one
pass, the bunch is gone!

Longitudinal Plane Focussing
Such a small value of 𝜎∗ will require the longitudinal

bunch length to also be short. The ion trap can produce an
equally small emittance in all three planes, so we will search
for focussing systems that can focus in all three planes to
some extent. Although relativity makes focussing longitudi-
nally at high 𝛾 more difficult.

Additionally, the high spatial density of the focussed
bunch raises the question of whether space charge repul-
sion limits the minimum size before emittance does. This
will also be examined.

Spherical Bunch Model
A simple model of a three dimensional focus is an implod-

ing sphere of charge in the bunch rest frame. If the inward
kinetic energy at the outer surface of the bunch is initially
𝐸𝑘,𝑖𝑛 in its rest frame, then the space charge radius limit is

𝑟 ≥ 1
4𝜋𝜖0

𝑁𝑞2

𝐸𝑘,𝑖𝑛

,

where 𝑞 is the charge of a single ion. This gives density
scaling as 𝜌 ∝ 𝑁/𝑟3 ∝ 𝐸3

𝑘,𝑖𝑛
/𝑁2.

Emittance produces another limit

𝜎𝑥 ≥
𝜖norm,rms

𝜎𝛽𝛾

,

where 𝜎𝛽𝛾 is the RMS 𝛽𝛾 in the bunch rest frame. These
RMS quantities may be related to total radii etc. via

𝜎𝑥 = 𝑟/
√

5, 𝜎𝛽𝛾 = (𝛽𝛾)𝑖𝑛/
√

5.

The Lorentz transformation from the lab frame where the
bunch momentum spread is 𝜎𝑝/𝑝 gives

𝜎𝛽𝛾,Transv. = (𝛽𝛾)beam𝜎
∗
𝜃 , 𝜎𝛽𝛾,Long. = 𝛽beam𝜎𝑝/𝑝,

where (𝛽𝛾)beam is proportional to the average beam momen-
tum and 𝜎𝛽𝛾 is assumed to be small relative to this.



Additional Complexities
Once the nuclei are within each others’ electron clouds,

Ca+ will start to behave more like fully-stripped Ca20+ as
charge shielding from the electrons is reduced.

The longitudinal focussing being different implies the
charge distribution in the bunch rest frame may be a non-
spherical ellipsoid. The space charge forces in such an ellip-
soid are still linear but coupled between the planes just like
the 2D KV envelope equations. In the following sections,
the approach taken is to integrate backwards from focal point
and fit the focal ellipsoid size to match the incoming 𝜎∗

𝜃
and

𝜎𝑝/𝑝.

Energy Scaling
Figure 7 shows the emittance and space charge limits on

focal size for ion trap bunches accelerated to between 1 eV/u
and 1 TeV/u. This is for 𝑁 = 500 ions with 𝜎𝑝/𝑝 = 𝜎∗

𝜃

= 0.01. The plot also shows the resulting bunch density;
for reference, water is 103 kg/m3 and the nuclear density is
2.5 × 1017 kg/m3. The discontinuity in the space charge and
density lines is when the calculation switches from using
Ca+ to fully-stripped ions (nuclei).

Figure 7: Focal size and density as a function of energy.

This first example doesn’t quite get to the nuclear den-
sity, mainly because of the longitudinal size being larger, so
Figure 8 shows how adjusted parameters can achieve this.
This still has 𝑁 = 500 ions but 𝜎𝑝/𝑝 and 𝜎∗

𝜃
are doubled to

0.02. The main change is that the trap is made 20× smaller
using tighter electric fields, so overall emittances are also
reduced 20-fold. The trap is also slightly anisotropic with
𝜖𝐿 = 1.9𝜖𝑇 .

Other ways of increasing the longitudinal focussing could
include colliding bunches, so the longitudinal momentum
difference is larger, or using a fixed-field accelerator (FFA)
focussing channel with a very wide dp/p range.

Potential Future Applications
Aligning a focus to within 10−14 m will require very pre-

cise positional control, but this technology has continued
to improve. Atomic-level positioning was available in the

Figure 8: Focal size and density as a function of energy,
with 20 times smaller initial emitance and twice the energy
spread.

1980s and mirrors for gravitational wave observatories [9]
have been controlled to almost the nuclear size. Alignment
errors must be read back in order to drive a high-accuracy
feedback system. The distribution of ions scattered from the
interaction point contains extremely high-resolution data, as
the outgoing angles change on scales similar to the focal size
itself. Intense focal points provide a way of using positional
stability, together with the ultra-low emittance from the ion
trap, to produce a physically new configuration.

The low emittance from the ion trap represents a low
entropy initial state for any experiment done with the ions,
improving experimental control. The high densities of the
focal point allow investigation of white dwarf or neutron
star matter, while the nuclear-level positional control allows
3-way and multi-way particle collisions to be constructed.
Synthesis of custom shapes of nuclear matter and possible
neutron-rich superheavy elements are also enabled by these
techniques.

FOCUSSING BEAMLINE OPTIMISATION
Assuming suitably stable electromagnetic fields are avail-

able, is there anything besides the emittance and space charge
limits already discussed that could prevent the formation of
an intense focus? One possibility is that optical aberrations
in the focussing system (lens nonlinearity, spherical aberra-
tion, chromaticity etc.) could prevent formation of such a
small focus, or that focussing to a small size in all three di-
mensions at once is not allowed dynamically. The following
study finds beamlines that solve both of these issues.

In this test, an ion trap distribution of 𝑁 = 20000 ions at
a temperature of 𝑇 = 2 mK were given an energy chirp and
injected into a curved electrostatic beamline. The energy
chirp is necessary to increase 𝜎𝛽𝛾,Long. for better longitu-
dinal focussing. The beamline consists of 15 rings of 12
point-charge ‘electrodes’, so each ring can form a gener-
alised electrostatic multipole lens. Also the beamline bends



through a 135◦ angle to better couple the longitudinal plane
to the transverse focussing of the lenses.

Optimisation of Electrode Voltages
An optimiser was allowed to change all the electrode

charges, with constraints that a ring can not have an over-
all monopole charge (accelerating or decelerating). The
energy chirp was also allowed to be varied, for a total of
15(12 − 1) + 1 = 166 parameters. The optimiser goal was
to minimise focal size by minimising all output ion displace-
ments at a particular finish time.

A modified Levenburg–Marquardt method with nonlin-
earity correction [10] was created to more rapidly optimise
in this case with a wide range of parameter sensitivities plus
some nonlinearity. Figure 9 shows the improvement from
adding higher-order correction terms beyond the first order
LM step.

Figure 9: Improvement of Levenburg–Marquardt optimiser
when higher-order correction terms are added.

Results
Figure 10 shows the minimum focal sizes achieved for a

range of bunch energies as the number of electrode rings is
varied. The values are limited by the normalised emittance
which is constant but corresponds to a smaller geometrical
emittance for higher energies. The dp/p chirp also provides
a limit: larger dp/p allows a smaller minimum focal size
but at the cost of larger higher-order aberrations, which the
electrostatic lenses must cancel. Thus, as the number of
lenses is increased, higher dp/p values and smaller focal
sizes can be achieved using a more complex beamline.

The “T=0” line on Figure 10 shows the size limit from
pure optical aberrations, in the case of zero initial emittance.
Beyond around five lenses and < 10−10 m focal size, it ap-
pears to hit a numerical noise floor from the double precision
arithmetic. The points labelled “theory” show the minimum
allowed size calculated analytically from the emittance and
dp/p chirp. The real results from the optimised beamline
generally track closely above these lower bounds, showing
good convergence.

Figure 10: Focal Size vs. Electrodes Used

The decrease of focal size with energy is plotted in Fig-
ure 11. Here, the points for one or two electrode rings are
seen to stop decreasing, while those for more lenses gener-
ally track with the theoretical minimum for 1% dp/p chirp.
Although for the highest energies this chirp value is not
achieved, either through hitting numerical noise or the bunch
geometrical emittance already being very small.

Figure 11: Focal Size vs. Energy

The chirp chosen for each energy and number of electrode
rings is shown in Figure 12. As more beamline elements
are allowed, the optimiser can cancel aberrations for a larger
momentum range, leading to a higher chosen chirp.

Finally, Figure 13 plots the focal size directly against
the chosen chirp values, highlighting how the theoretical
minimum focal size shrinks with increasing chirp and how
the optimised results generally track with this, ignoring the
1 TeV/u case that has some trouble with numerical noise.

ALTERNATIVE SCHEMES
Cooling at High Energy?

Doppler cooling also works in a boosted frame, so per-
haps ions can be cooled in a ring instead of a static trap.



Figure 12: Optimal Chirp vs. Electrodes Used

Figure 13: Focal Size vs. Initial Chirp

Coulomb crystals have been produced this way by the PAL-
LAS ring [11], but with a beam velocity of only 2.8 km/s. A
table of additional cooled ion ring examples is given in [12].

The advantages of cooling in a ring are: creation of cold
beams at or near final energy; and bypassing jitter from the
RF acceleration process. The blue-shift of the laser beam
can also be used to cool using harder transitions, which
improves cooling rate but increases limiting temperature.

The disadvantages of cooling in a ring are: it needs a spe-
cial low-intra-beam-scattering (IBS) ring lattice with very
low phase advance per cell, in which the bunch velocity dis-
tribution must be kept near-Maxwellian; too high an energy
or magnetic field could strip the ions; and a ring is more
expensive than a static ion trap.

Increasing Current Throughput
The throughput of the basic ion trap is not very high

because the cooling process takes 16 ms as shown in Figure 4.
This would produce 107 ions every 16 ms (62.5 Hz), for an
average current of 100 pA.

However, the trap is small enough and the cooling time
short enough that a linear CW cooling channel could be
made at a PALLAS-like speed of 50 km/s. This would con-

tain bunches every 100 ns (10 MHz), spaced by 5 mm. The
channel would be 16 ms*50 km/s = 800 m long but could be
coiled up since the trap is narrow with rod electrodes only a
few mm apart. The average current from this channel could
go as high as 1014 ions per second, or 16 µA.

CONCLUSION AND FUTURE WORK
Ultra-low emittance bunches provide some interesting

unexplored regimes in accelerators. They have 106 times
smaller emittance than conventional bunches and optical
manipulation of such bunches in an accelerator beamline
has not yet been tried.

Lower-entropy initial states are likely to be the long
term trend as experiments improve and ultra-low emittance
bunches are an example of this. The positional quantum
ground state can also be achieved, which is the basis for ion
trap quantum computing, but also means entangled states
(e.g. spins) could be produced in an accelerator beam. Ulti-
mately, it appears custom synthesis of nuclear density matter
is allowed by using such a small initial emittance in conjunc-
tion with very high-stability focussing system at energies
around 1 TeV/u.

Recent Funding at BNL
The author has recently received Lab-Directed R&D

(LDRD) funding from BNL, to investigate ion traps and
construct the basic foundational ion trap system shown in
Figure 14. This funding is a total of $400k including over-
heads over the two years from October 2023 to September
2025. Probably these funds will not be enough to add laser
cooling but instead just demonstrate ion trapping.

Figure 14: Schematic of ion trap system.
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